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DeepSeek V3 5 Llama3.1 f82Ek

258K (FLT)

Llama3.1-405B: 16K H100 iJ||Zx54K
KE L IMEREE)E, )EpAN2 Llama3.1-405B Y 1/10
NAVESEERHERFTIME, BASITELL V2 1=7F 2 E

DeepSeekV3: 2K H800 1l

Training Costs Pre-Training Context Extension Post-Training | Total
in H800 GPU Hours 2664K 119K 5K 2788K
in USD $5.328M $0.238M $0.01M $5.576M

Table 1 | Training costs of DeepSeek-V3, assuming the rental price of H800 is $2 per GPU hour.
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Feature
Parameters

Architecture

Processing

Speed
Training Dataset

Programming
Ability

Open Source

Benchmark

Performance

DeepSeek V3
671 billion

Mixture-of-Experts
(MoE)

60 tokens per

second
14.8 trillion tokens

Excellent

Yes

Outperforms Llama

and Qwen

GPT-4
(OpenAl)

175 billion

Transformer

20 tokens per

second
1 trillion tokens

Excellent

No

Best in NLP

Llama 3.1-405B
(META)

405 billion

Transformer

18 tokens per

second
1.2 trillion tokens

Good

Yes

Lower than
DeepSeek V3

11

Claude 3.5 Sonnet
(Anthropic)

52 billion

Transformer

25 tokens per

second
1 trillion tokens

Good

No

Lower than
DeepSeek V3
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Figure 2 | llustration of the basic architecture of DeepSeek-V3. Following DeepSeek-V2, we

adopt MLA and DeepSeekMOoE for efficient inference and economical training.
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[iT=10] DeepSeekV2 DeepSeekV3

SEHE 2368 671B
HESHE 21B 37B
quantization None FP8 (e4m3, dynamic)
attention MLA MLA
hidden_size 5120 7168
num_layer 60 61
first_k_dense_replace 1 3
moe_layer_freq 1 1
num_routed_expert 160 256
num_shared_expert 2 1
num_experts_per_tok 6 8
moe_intermediate_size 1536 2048
norm_topk_prob False True
routed_scaling_factor 16.0 2.5
scoring_func softmax sigmoid
topk_group 3 4
topk_method group_limited_greedy noaux_tc
vocab_size 102400 129280
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dense 2N 1 3 hidden_size 5120 7160
intermediate_size 12288 18432
moe =Y 59 58
moe/=intermediate_size 1536 2048
— = 4 NN N . .
moe)i?%]ﬁ}q: 6 8 moe/=gateBiET T\ softmax sigmoid
topk N8
. moe/Z2gate-topkiRT\, group_limited_greedy noaux_tc
moe/ =R 160 256 -
MY
moe/Zgate-topk-groupA/J\ 3 4
moeEHZE LR 5 1
T vocab_size 102400 129280
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MTP: Multi-Token Prediction
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BikFEiR:
MTP: Multi-Token Prediction ZtokenFN}E
FHERIER

Mate: https://arxiv.org/pdf/2404.19737, Bet

ter & faster large language models via multi-tok

en prediction
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[ Cross-Entropy Loss ]-’ L,lmp [ Cross-Entropy Loss ]—' Liyrp
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e | [
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{ Transformer Block ] 1 Transformer Block 1
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f . f |
[ Linear Projection ] : Linear Projection :
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1 1
T |
! 1
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Figure 3 | lllustration of our Multi-Token Prediction (MTP) implementation. We keep the
complete causal chain for the prediction of each token at each depth.

T+1

Lrp = CrossEntropy (P, 1.1, t24kT41) = == Z log PF[t:], (24)

Lmrp = Z £MTP

16

i=2+k

(25)
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MTP: Multi-Token Prediction
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1 I ! ! 1 |

l Embedding Layer J [ Embedding Layer ]

- SAMTPERT SR SEIRC RS L — e — — S I — —

© BAMTPERIRETR IR R ™™« = o S SENENE
Figure 3 | lllustration of our Multi-Token Prediction (MTP) implementation. We keep the
> lete causal chain for the prediction of each token at each depth.
® X8E(EH o P g
T+1
* Téﬁﬂiti“ gﬁéﬁ%ﬁg{ﬁﬁﬁﬁ&%‘:‘, B ES L{{,m) = CrossEntropy(P",f +kT+17 (24k:T+1) = -7 Z log Pf[ti], (24)

« UAUEEERIARES], - Fnext-tokenAYFTIIZIER L i=2+k
- TISERNIRALBOEMTPIER, DGR Lyvre = 5 ;E’gm. (25)
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@ MR ERt EBEHT
+ PP stagelF S NEMAGKELR, IEFHERA B RIS
+ S 7erobubble, RIAGEFINEEHASE IR
- BREAIROTIREE, HERABE bare QT A EE

@ WREEHERL rPPRISE

« 1F1BE NbatchifF 91 MorwardF]1 backward
+ ZeroBubbled 3 backwardixs HNinputflweight Tl ERD
* DualPipesP{HREXIFRALIE, AEbatch\A[Edevice Lift7K

@ BREFSRABMIEX

- WmEE)%, BTEFEMDSECRHEITIZR(Parameter 2x)
o BEREILESEE671B, B K L4 routed expertXdNz26.88, [EHT
ZSzlrr-16F¥1FP8EM, BN R LEFSE/I1.675GB

ZOMI

Computation

MLP(B) A MLPF) A ATTN(B) A ATTN ATTN(F) A
DISPATCH(F) DISPATCH(E) & COMBINE(F) , — P> PP COMEINE(E) & |
— —_—_—

A Forward chunk A Backward chunk

Communication

Time -

Figure 4 | Overlapping strategy for a pair of individual forward and backward chunks (the
boundaries of the transformer blocks are not aligned). Orange denotes forward, green denotes
"backward for input”, blue denotes "backward for weights", purple denotes PP communication,
and red denotes barriers. Both all-to-all and PP communication can be fully hidden.

pavicen|o|1[2]s]2]s]s T T1T1 o |8 1 |s 2 8 a 5 gle|7[7]s]a]s]s
pevics1 | o|1[2|s[s] [5 [ Te [ o |7 IHE 2 [e 3 4 5 8 | [7] [&]7[2]e]e
Dewica 2 of]2] [s] [a 5 | o |e 1|7 2 e s e a s 8 7| [e]7[e] [&]s
Dewica 3 of ] [z 1] [= [ @ 1 e 2 |7 a |8 4 o 5 & 7 | [a] [e] (2] =
Davics 4 of [+ [z [s[ [ o [s 1|s 2 |e 8 |7 4 e 5 |9 8 7 8| [a] [e] |o
Dewica 5 o [+ [=[efels] 17 2 s 3 e 4 |7 5 |8 8 |o T 8 | [ 3
Device & | | o [+efe[z[4]4]a] =I] 4 a [s 4 |8 5 |7 8 |8 7 s 8 AEE
Dewica 7| oloelol1[1]e]z]zl2]s]] = 4 4 |5 5 |8 8 |7 7 |8 8 |8 Pl
Time

|| Forwara | | Backward [ | Backwand for input ]:]F for weigh Owariapped forward & Backward

Figure 5 | Example DualPipe scheduling for 8 PP ranks and 20 micro-batches in two directions.
The micro-batches in the reverse direction are symmetric to those in the forward direction, so
we omit their batch ID for illustration simplicity. Two cells enclosed by a shared black border
have mutually overlapped computation and communication.

Method Bubble Parameter Activation
1F1B (PP-1)(F+B) 1x PP
ZB1P (PP-1)(F+B-2W) 1x pp

DualPipe (Ours) (% —1)(F&B +B -3W) 2x PP+1
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@ FHEEFHRRFREREEE
+ KEBSSCEMMIEERAIFPSIRFI BRI IR (RIMIEHE. WIERMA. IERMA)
+ RIFERESURHEIRIYRBIRAHEE (Embedding, RMSNorm) o reel 57
- EBEA RS RS ==

Figure 6 | The overall mixed precision framework with FI’8 data format. For clarification, only
the Linear operator is illustrated.

Master To FP32

Weight

Optimizer |
States

To FP8 Qutput To FP8

@ HRIESLERA

;_InEut_ _____________ : IVV&gFt ______ —: _______________

- BUEERA 1x128 tile basisH{THEMEN (B M tokenIIRI128 MEIE) - i |y oAt WOMMA4

-7 \ —_ = N “—- 1 e o | Factor [ | [

+ ILESRFY 128x128 block basisHHTS B (A, BitHIgH1288E) - e =T T =G

= 2 — = = —_ = . A \ < I | ,’/’N. ! I A b I

© FEGEMMIBMERERHITEMIRIE, BS T ENIEIRiREIENEE LT — e : i o 0
1 ow Prec Acc

[ [P JI : — : I\TensorCore [/ [ GEMM input :

[ 1 I P Tt TTTrr T r T T

® FitkEEMK | == 03 A I B R T e ot

I\Te_nsﬂrc_ore_ _________ JI ‘\ : : B O Interc\;al !
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« FTEKEITRETR—RABEAMIBIUARTELENWL T, RIEZERMEE)|ZAEE (@) Finegrained quantization (b) Increasing accumulaton precision

Figure 7 | (a) We propose a fine-grained quantization method to mitigate quantization errors
caused by feature outliers; for illustration simplicity, only Fprop is illustrated. (b) In conjunction
with our quantization strategy, we improve the FP8 GEMM precision by promoting to CUDA
Cores at an interval of N;; = 128 elements MMA for the high-precision accumulation.
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MFU it&

gk_head_dim = args.gk_nope_head_dim + args.gk_rope
_head_dim

Q down+up pro:
flops =2 * bs * seq_len * args.dim * args.q_lora_rank

flops +=2 * bs * seq_len * args.q_lora_rank * args.n_heads * args.qk_head_di
m

KV down proj :

flops +=2 * bs * seq_len * args.dim * (args.kv_lora_rank + args.gk_rope_head__

dim)
KV up proj :

flops +=2 * bs * seq_len * args.kv_lora_rank * args.n_heads * (args.gk_nope_h
ead_dim + args.v_head_dim)

score (Q x KAT) :

flops +=2 * bs * seq_len * seq_len * args.n_heads * args.gk_head_dim /2

ZOMI

scorexV, HF = causal BfRLL2 :

flops +=2 * bs * seq_len * seq_len * args.n_heads * args.v_head_dim /2
Wo :

flops +=2 * bs * seq_len * args.n_heads * args.v_head_dim * args.dim
MokE R forward FLOP :

flops +=2 * bs * seq_len * args.dim * args.moe_inter_dim * 3

flops += bs * seq_len * args.moe_inter_dim #matmul

MLP BY forward FLOP :

flops =2 * bs * seq_len * args.dim * args.inter_dim * 3

flops += bs * seq_len * args.inter_dim #matmul

embedding A% forward FLOPS :

flops = 2 * bs * seq_len * args.dim
Im head BY forward FLOPS :

flops =2 * bs * seq_len * args.dim * args.vocab_size
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MFU it&

gk_head_dim = args.gk_nope_head_dim + args.gk_rope
_head_dim

Q down+up pro:

flops=2 *bs* |
fops+=27bs1  jtEDeepSeekV3illlZHIMFU
KV down pr¢ % HiEm @ ©
¥ BHERRE ITENRAZERAEL
flops +=2 * bs”
dim) 168 AB[E TiZEE

KV up proj :

flops +=2 * bs * seq_len * args.kv_lora_rank * args.n_heads * (args.gk_nope_h
ead_dim + args.v_head_dim)

score (Q x K/T) :

flops +=2 * bs * seq_len * seq_len * args.n_heads * args.gk_head_dim /2

ZOMI

scorexV, HF = causal BfRLL2 :

flops +=2 * bs * seq_len * seq_len * args.n_heads * args.v_head_dim /2
Wo :

flops +=2 * bs * seq_len * args.n_heads * args.v_head_dim * args.dim

AAA~AC BA Cnvininn AriAn .

n*3

BEXE

embedding A% forward FLOPS :

flops = 2 * bs * seq_len * args.dim
Im head BY forward FLOPS :

flops =2 * bs * seq_len * args.dim * args.vocab_size
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MFU it8&

VIEHE 61 E, 813 ERAMLP, [558 EFAMoE KItHE, BIMF token BUE 9 (11 share + 8
‘N router) MOoE Expert, context lengthi&BBAK{HEL, H100 peak bfl6 flops $&ZHE 989.5 Tflops:

gpu_hours = 2.664 x 3600/1024

MFU = flops_per_1T_tokens X 14.8/(gpu_hours X H100_peak_bf16_flops) = 37.2%
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MFU it&

6ND+attnfi &%, FLHRBITE attn flosp:

MFU _ref = (37 X6+ 3 X attn_flops X 61) X 14.8/(gpu_hours X H100_peak_bf16_flops)
= 34%

8ND+attn{hELx, FLRBITE attn flosp:

MFU_ref = (37 X8+ 3 X attn_flops X 61) X 14.8/(gpu_hours X H100_peak_bf16_flops)
= 43%

ey
ZOMI 29 GitHub https://github.com/chenzomil 2/AlFoundation



MFU it&

RBIK HiaeE HESE (1) 1HHE (6ND) EHFBEE

deepseekV3 H800 989 2800000 9.96912E+12 671 37 14.8 3.2856E+12 32.96%
LLama3
405B H100 989 30800000 1.0966E+14 405 405 15.6 3.7908E+13 34.57%

fEEIK ) MiEE HiES (1) itE= (8nND) =g 3l|::ES

deepseekV3 H800 989 2800000 9.96912E+12 671 37 14.8 4 3808E+12 43.94%
LLama3
4058 H100 989 30800000 1.0966E+14 405 405 15.6 5.0544E+13 46.09%
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PR ER T - FERAHEE

Node-1 Node-4
GPU-1 GPU-4 l GPU-5 l L GPU-8 GPU-1 J GPU-4 GPU-5 GPU-8
— I wr— - 256ER + 3ZnSER I v B o ‘
TS 8+1 Experts 8+1 Experts 8+1 Experts 8+1 Experts
Prefill: — I _ B3, SPFRERISIER, SUMER—INRER |- I J
I~ | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm |
Atten 1 Atten 4 Atten 1 Atten 4 Atten 1 Atten 4 Atten 1 Atten 4
| RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm |
Node-1 Node-40
GPU-1 GPU-4 J GPU-5 GPU-8 GPU-1 GPU-4 GPU-5 GPU-8
y = — — = — - i i — i e — i e — e e e R i —— i e — i e — \
Decoding o 1 Expert 1 Expert 256%%-'( + 64}1,%%%'( 1 Expert 1 Expert
] N HA320F, BAFHINTER, B FEIRENRERMAZERX | | ___
40*n320L LN LN ) LN ) LN ) LN )
[ | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm |
Atten 1 Atten 4 Atten 1 Atten 4 Atten 1 Atten 4 Atten 1 Atten 4
| RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm |
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IR ER B -REEHEE Prefill: 4132-F

Attention: XFHKEFITTPAECSFYIFITSP, EEEWEF1TDPS
MoE: RFEEHRHHITEPI2, MR TR EEBIIIRIHESIE, B TERNER
NREXR: RIIERENEFHTEFFTREE, FEHEZE, BIRE 1 GPULIEtokenE BT

WHEAFHAT: B— T RAattention, MoEITBEMB—MURNBEES, BABAEIIE

Node-1 Node-4
GPU-1 GPU-4 l GPU-5 l L GPU-8 L GPU-1 L J GPU-4 ‘ GPU-5 GPU-8
_____ ol 256BR+3ZnesER . |/
8+1 Experts 8+1 Experts = 8+1 Experts 8+1 Experts
(S | _HE32F, SO FRERIBIER, FMER—IRER || e )
Atten 1 Atten 4 Atten 1 Atten 4 Atten 1 Atten 4 Atten 1 Atten 4
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IR ER B -REEFHEE Decoding: 4011320

Attention: XFRIKEFITTPAECSFYIFHTSP, HEEEUEHITDPEO

MoE: SKAEZRFH{TEP320, BNGPUNDE— LR, BNEZLENokenfiEEHEAEIL256
TURER: SprefiliZil, RARTEERSNERDBFITEIE, EHERENRER
WHERFTT: SprefilfRE, decodingffiERattentionfERT SELE R, R ESEMIRERTFFT

Node-1 Node-40

GPU-1 GPU-4 GPU-5 GPU-8 GPU-1 GPU-4 GPU-5 GPU-8
- = — i e —— i e R e — — = e B e —————— i eel— i e — \
| 1 Expert 1 Expert 25653 + 64 RES 1 Expert 1 Expert
\ I HA320F, BOFHITER, BN FENARNRERAHESEK | | _
| RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm | | RMSNorm |

Atten 1 Atten 4 Atten 1 Atten 4 Atten 1 Atten 4 Atten 1 Atten 4
[RMsNorm || |[[RMSNom ] [ RMSNorm || |[ [RMSNorm | [[RMSNorm || |[[RMSNorm |
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>

Question ATZLERHr DeepSeek?

MOE ZRHaRy KRB RIZRAR I h B K7
AAEEY) |85 B%Eﬁ@

HETERD) |2
RFKAI U)#‘JL,LE IR BT /R -

MEBEMOEES BT =L OSSR RTINS i) I3karE
DeepSeekIIN@RANLE &3, FHESELERE

SRR RS, 5|\ usREER(redundant experts)

MOEEZR#EE, HEIIESFZAIBatch Sizejf>

TPiRZEPEEIN (TP=1, EP=64, -R4-PMExpert) , KifEAll Reduceih
EPIEMMSEREATRAEMNHEReducedr ), THUBERSMNEFAl2alliEE

EEEY RIS, L FREMAK->32K->128K

14.8T tokensFlll&5+SFT (150w) +RL, JIERdiglossisias
two-stage b FIRE I, Fifr ETFIGRE32K, Mg ER128K
RIIEHER, M DeepSeek-R1FEIGEEIALBEENETVIIENE

DeepSeekV3

RGFPSAZECEIEIEOK, HEFPeIIsEEE Sith
EE ) EyEERErmEREE (32Fprefill + 320-Edecoding)
PD&E + Stokendill] + 320-kHFIUIER, FliFRTS

FrET R, LH0AETF DeepSeek S T4BEIETH
BEAREAI CoreliMEEES, MRS Tling
EFREGST/), REEE. taskEdEIITHEREES
WEEHEREEEN, EIRRI32Byte, 64Bytetis
REFPSAECEIIEOK, TEELEEERP6 dynamic
HENIE N et aEl OPSTER
BEIIDMAE N SE T Bzl oad/StorelE Y.

El

Aok

\

ZOMI

’J“’WCEUﬂBE? aka XJitE

SR
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MOE ZSt8pk A EiFiIS?

DeepSeekV3

ZOMI

JFBEM OESSHE Eid 5L OS SRR S IS s Blss iy Il 4iamE

DeepSeeksLMl@REIRE 152, HEEEREHE

MOEZR43

FEBAMIIEE, 5|IATAEE(redundant experts)

MOELEZi#isE, SEiFIE52<HYBatch SizeiRi>

TPiF/EPEENN (TP=1, EP=64, BF4MExpert) , AGHREAl Reducefi/

EPIENIREREIIRAHINIkReducez=/b, FHNHBERIS \RIEAlI2alli5iEE

EIEEENE, HETFENAK->32K->128K

I 75

14.8T tokens3mill&+SFT (150w) +RL, lE&iTiElossiiias

two-stage E FHEISR, MIERT ETRSOEEE32K, FER2ITESI128K

EERER, MDeepSeek-R1 RIS ERIABETEEE TR TV3IZE

SBAFPSAEESITIROK, HEFPeTsiES St

1REUHETE

EEN aiEEEaEREE (32-5prefill + 320=decoding)

PD&E + Stokenfiilll + 320k AR, FlFETA

ShHEEN

FrEEAYS R TRIRERH, 1HOBE T DeepSeek BT =TI
BEAREAI CoreffM{EiSiFEs, HRIERIISTiling
EFRERET/), HERE. taskEmELHHEEEEE
WEFEAERESZ), EI3F32Byte, 64BytetiE=
EAFPSAECEIIAOK, ZiEEERBERTFP6 dynamic

5ft

Aok

HuBniEig NS EAmIOPSER

EREHIDMAE W EFim T EiELoad/Storeig Y.

IS
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)l S RIRELUR O1 RAERBIZ [AIRIKFR?

IEBAM OE4SHiBIT #2351 OSS R S By SLBNES A 1438 E
DeepSeeksLMl@REIRE 152, HEEEREHE
FERREEAIRE, 5| TS EE (redundant experts)
MOEZ2t3 MOEER#E, HEIENERABatch Sizeif/>
TPIR/VEPEEND (TP=1, EP=64, BFE4{Expert) , F7GRZAll Reducem
EPIEINMEERE/RAFHINIER educezs/, FHINHBEARISS N RIEAl2allEiEs

BIIEREIIE, B ETENAK->32K->128K

14.8T tokensTmi/ll&+SFT (150w) +RL, jIIERTHElossHIitatE

WG two-stage E FSCKERIS, MERT ETSOKE 2K, MRy 128K
EERER, MDeepSeek-R1 RIS ERIABETEEE TR TV3IZE

DeepSeekV3
REFPSAECEIIEOK, HERFPeTTAER S~
=N A EEEnEEERE (32-5prefill + 320-&decoding)
REEE - -
PDSE + ZtokenFill + 32057 TUER, AFETR
- T HIRIEEET, 15 ET DeepSeekBiTHHAIELH
B REA| Corefir{EERES, @arERITIoTiling
BYRESATN, HWEEE, taskSSITRESEEE
S HEES -
AEFENERESI/N, EI3E32Byte, 64BytefiE
Fk SRAFPEAEDEIHOK, SHEEEEIERIP6 dynamic

BB NS TEABIOPSER
IEZERIDMATE S EFH i T HiL oad/StoreiE .
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KRB IR RS 1B

IEBAM OE4SHiBIT #2351 OSS R S By SLBNES A 1438 E
DeepSeeksLMl@REIRE 152, HEEEREHE
FERREEAIRE, 5| TS EE (redundant experts)
MOEZ2t3 MOEER#E, HEIENERABatch Sizeif/>
TPIR/VEPEEND (TP=1, EP=64, BFE4{Expert) , F7GRZAll Reducem
EPIEINMEERE/RAFHINIER educezs/, FHINHBEARISS N RIEAl2allEiEs

BIIEREIIE, B ETENAK->32K->128K

14.8T tokensTmi/ll&+SFT (150w) +RL, jIIERTHElossHIitatE

WG two-stage E FSCKERIS, MERT ETSOKE 2K, MRy 128K
EERER, MDeepSeek-R1 RIS ERIABETEEE TR TV3IZE

DeepSeekV3
REFPSAECEIIEOK, HERFPeTTAER S~
=N A EEEnEEERE (32-5prefill + 320-&decoding)
REEE - -
PDSE + ZtokenFill + 32057 TUER, AFETR
- T HIRIEEET, 15 ET DeepSeekBiTHHAIELH
B REA| Corefir{EERES, @arERITIoTiling
BYRESATN, HWEEE, taskSSITRESEEE
S HEES -
AEFENERESI/N, EI3E32Byte, 64BytefiE
Fk SRAFPEAEDEIHOK, SHEEEEIERIP6 dynamic

BB NS TEABIOPSER
IEZERIDMATE S EFH i T HiL oad/StoreiE .
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DeepSeekV3

ZOMI

JFBEM OESSHE Eid 5L OS SRR S IS s Blss iy Il 4iamE

DeepSeeksLMl@REIRE 152, HEEEREHE

MOEZR43

FEBAMIIEE, 5|IATAEE(redundant experts)

MOELEZi#isE, SEiFIE52<HYBatch SizeiRi>

TPiF/EPEENN (TP=1, EP=64, BF4MExpert) , AGHREAl Reducefi/

EPIZENNMILERER

=2 FOReHIN LR educez=, FHIMWBERIS\IEAl2alliFiEE

EIEEENE, HETFENAK->32K->128K

I 75

14.8T tokens3mill&+SFT (150w) +RL, lE&iTiElossiiias

two-stage E FHEISR, MIERT ETRSOEEE32K, FER2ITESI128K

EERER, MDeepSeek-R1 RIS ERIABETEEE TR TV3IZE

SAFPSAECEIIIEOK, EEFPemsiE=ESiEH

1REUHETE

EEN aiEEEaEREE (32-5prefill + 320=decoding)

PD&E + Stokenfiilll + 320k AR, FlFETA

ShHEEN

FrEEAYS R TRIRERH, 1HOBE T DeepSeek BT =TI

E AW
BEAREAI CoreffM{EiSiFEs, HRIERIISTiling

EFRESST), HERE, taskBalElETEETESEE

RIFNEREEEN, EIFR32Byte, 64BytefiE
REFPEAECEIEEOK, SEEEBEIETFP6 dynamic

Aok

HiEmiA e T E I OPSER
[EHERIDMAE Y EEin T SizlLoad/StoreiE ¥,

/7\
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Thank you

BARFEHEAEBIMTRE. BIRE.
BNAN, WEDYBERRIEREHR

Bring Al System to every person, home and
organization for a fully connected,
intelligent world.

Copyright © 2024 XXX Technologies Co., Ltd.
All Rights Reserved.

The information in this document may contain predictive
statements including, without limitation, statements regarding
the future financial and operating results, future product

portfolio, new technology, etc. There are a number of factors that
could cause actual results and developments to differ materially
from those expressed or implied in the predictive statements.
Therefore, such information is provided for reference purpose
only and constitutes neither an offer nor an acceptance. XXX
may change the information at any time without notice.
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