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1RBYEF API:  https:/llama.meta.com/docs/model-cards-and-prompt-formats/llama3_|

LLAMA3.| SZE&: https://ai.meta.com/research/publications/the-llama-3-herd-of-models/

LLAMA3.| EM: https:/llama.meta.com/
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8B. 70B. 405B =hZA<, 405B (~820GB) ZEHRIFEAFFRIER;
405B ZERA, tERE (FBE) S rlliEEik GPT4 K2,
OEERIRRANERR SFT #1 RLHF EXSF Al Bt 522 (RiF,;
SINKETXED (~128K Tokens) , BEUEAMIEESEZRESSHIRIE;
IFSIE SRS, 1858 PR EANERTEE,

IREHEIERET], 55| REMR ST AR E AR T S ERIR L.
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1T VAN < c
Llama3.1 405B 1=EEEE . - Kl B 8
o o o S 3 =] c @ 0
f S SR S L Bl § ~s
N © o2 kows )
5 GPT-40 +H 3k, ‘BBl Il B
Category Benchmark = o b5 = | s (T = z O O (3]
Az MMLU (s-sbor) 69.4 723 ©61.1 | 836 769 70.7 | 87.3 82.6  85.1 80.1 899
Llama 3.1 FhRAS Open o MMLU (0.stet, com) 730 72.3° 605|860 799 698 | 886 7879 854 887 883
MMLU-PIO (s-shot, cot) 483 36.9 | 66.4 563 492 | 733 627 648 740  77.0
Al GPT-40. Llama 3 8B/70 IFEval 804 736 576|875 727 699 [886 851 843 856  88.0
Code HumanEval (o-net) 726 543 402 | 805 756 68.0 | 89.0 732  86.6 902  92.0
Ny MBPP EvalPlus (o-sot) 728 717 495|860 786 820 | 886 728 836 878  90.5
B E"Jtti’)ﬁén%o EIJE 70B — GSMBK (s-shot. cot) 845 767 532|951 882 81.6 |96.8 923° 942  96.1 96.4°
MATH (o-shot, com) 519 443 130 | 68.0 541 431 | 738 411 645 766 711
ZInE &2 - . ARC Challenge (o-shor) 834 876 742|948 887 837|969 946 964 967  96.7
'EW:E;:? I*E'Eh GPT-4o, RORSONNE. SPGA ppaninoeny 32.8 = 28.8 | 467 333 308 | 51.1 - 414 536  59.4
— BFCL 761 = 604 | 848 - 859 | 885 865 88.3 80.5  90.2
S TG A TR 470 Nexus 385 300 247|567 485 372 | 58.7 s 50.3 56.1  45.7
E‘,ﬁiﬁ)ﬁ;ﬁéh@ GPT4 ZeroSCROLLS/QuALITY | 81.0 = — [FR0nE - ~ |e52 = 952 905  90.5
Long context InfiniteBench/En.MC 65.1 - — 78.2 - —~ 834 — 72.1 82.5 -
o F[1 Claude Sonnet 3.5 & NIH/Multi-needle 988 - - |95 - - | 981 - 1000 1000  90.8
Multilingual  MGSM (02nor, cor) 68.9 532 209 | 869 71.1 514 | 916 = 85.9 905 916

FEER 2N\
|7.T:]/},§ 1:;:': r 2 benchma Table 2 Performance of finetuned Llama 3 models on key benchmark evaluations. The table compares the performance of
7 the 8B, 70B, and 405B versions of Llama 3 with that of competing models. We boldface the best-performing model in
rk J:ﬁ:l:” SOTAO each of three model-size equivalence classes. ©Results obtained using 5-shot prompting (no CoT). “Results obtained
without CoT. ®Results obtained using zero-shot prompting.
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Code LLMs: Closed-source vs. open-weight models

DeepSeek-Coder-V2-Instruct is a breakthrough in terms of code generation for open-weight models.

BigCode ELO

1280

1240

1200

1160

1120

Magicoder-S-DS-6.7B

1080

1040

1000

-y

GPT-40-2024-05-13
@

Closed-source models

GPT-4-Turbo-2024-04-¢9emini-1.5-
Claude-3-Opus-20240229 °
@

DeepSeek-Coder-V2-Instruct

zro'AP"OS&l%udee.5-50nnet-20240620
(5]

Gemini-1.5-Flash-ABRH® ¢§-2-Theta-Llama-3-708

Llama-3-70B-Instruct

Claude-3-Sonnet-20240229
®

DeepSeek-Coder-33B-Instruct

GPT-3.5-Turbo-0125 !
CodeLIarga—?OB—InstruchlaUde-3-HaIKU-20240307

=)
Qwen2-72B-Chat

Codest ISR 5338

Mixtral-8x22B-Instruct

. Phi-3 Mg B LA

Re

DeepSeek-Coder-33B-Base
DeepSeek-Coder-V2-Lite-Base

Ope é: delinterpreter-DS-6.78

penCo Granite-Code-34B-|
Codellama-70B-Base

Sk

flectionCoder-DS-6.7B
DeepSeek-Coder-V2-Lite-Instruct
Qwen2-57B-A148B
Phi-3-Mini-128K-Instruct (June 2024)

ruct-v0.1
nstruct

CodeQwenl.5-7B-Chat

A7) Maxime Labonne @ ICML & B

B New chart with Code LLMs

Based on the BigCodeBench Leaderboard, it shows the impressive
performance of DeepSeek Coder V2 (236B, 21B active), which is on par
with the best closed-source models.

Personally, I've switched to Sonnet and I'm very happy with its code
performance.

xiE
Researcher (Deep Learning, Responsible Al, Privacy Preservation M

g ®

Closed-source vs. Open-weight LLMs

9 Sunder Ali Khowaja , Ph.D., Senior Member IEEE - 2 &

TTHAl

The gap between closed-source and open—-weight models is closing in
terms of MMLU. LLMs are plateauing and the gap between closed vs.
open is almost closed!

v/ Maxime Labonne https://Inkd.in/exq9Hghh

We now face a 6 to 10-month lag, rather than years as was the case
when GPT-4 was released.

The release of GPT-4o0 is not a significant breakthrough with a score of
87.2% on the 5-shot MMLU (source: https://Inkd.in/etUtvuHD).

On the other side, Meta reported that Llama 3 405B's checkpoint already
achieved 86.1% on the same benchmark last month.

This opens the question of having more discriminative benchmarks:

— MMLU-Pro, introduced a week ago (https://Inkd.in/e255Tn5a) is a
good idea but seems to have issues with duplicates and missing
information, as reported by Dorrin_Verrakai on Reddit
(https://Inkd.in/eSY3f5N5).

@Imsysorg introduced a "hard prompts" category in the arena to evaluate
models on more challenging tasks (https://Inkd.in/ej7_DeMb), but this is
limited to models on the Chatbot Arena.
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FRAMEIEIR: (s Roberta, DistilRoberta S KiBU: £ 405B f=EUE)S 70B / 8B
0 fasttext ZF Bert fREUTEH S REEE 1R "HImRE" |, MMM BRI

. GBS TRERI N EGIRE,
{EA: WAREHIRERENERERIGA
, KRAREUE, RIEEgEZ 2.
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SwiGLU :
5 * Norm: RMSNorm (Pre-Norm)
§ * Self Attention:GQA

Embeding: ROPE

FFN: SwiGLU
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fREIZES
TS89 Attention Mask: [FIEE—FFAREBEHINEEED, TEnE)IZ
BIR, X<F770)2

R AMIEE] Scaling Law §HEERELL: XFBIRETRR Transformer 2814, 3|\ GQA, miE MO
E, RASREMRS)IGIEEN.

INPUT Token : Self- Feedforward ' Self- Feedforward | ouTPUT
Text tokens embeddings ; attention network ! i attention network ! Text token

AUTOREGRESSIVE DECODING

Figure 1 lllustration of the overall architecture and training of Llama 3. Llama 3 is a Transformer language model trained to
predict the next token of a textual sequence. See text for details.
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FLIE

PHEERTET GQA: 7

74381 "Key-Value, fEFHHEIREFH IR/ ERDAT KV Cache;

128K Vocabulary Size: 8Lt Llama2, [EREERE/AEREELELLER, BIF=H5=/515;
(L EhE9EE RoPE: #EZ 0 18/9 500,000, BEIFsZ#FIK LTI,

ETEIEEM

ZOMI

| 8B 70B 405B
Layers 32 80 126
Model Dimension 4,096 8192 16,384
FEFN Dimension 6,144 12,288 20,480
Attention Heads 32 64 128
Key/Value Heads 8 8 8
Peak Learning Rate 3x107* 15x107* 8x107°
Activation Function SwiGLU
Vocabulary Size 128,000

Positional Embeddings

RoPE (6 = 500, 000)

G857, REX/INEER Scaling Law FIEI&ALEL.
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1RBUZEH: GOA

GQA B MHA Bk 4H, BHIELA—"1"Key-Value,

M Llama2-70b/Llama3£ &%, GQATEMBESKY Cache BFEH ARG TR

Multi-head attention Multi-query attention
(MHA) (MQA)
Values
) . ——
Keys

® zowmi

(GQA)

ea— N

T

-

o

Grouped-query attention
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IgRZiE

I, #IaFIg: (Initial pre-training)
E AT 2R ER
2. KETXuIE (longer contexts)

Tl aEl, RN ABIEIHSETIHTIIZR, M 8K tokens | 128K tokens 6 FTEIR
iR, SRS 128K token F RN EO

3. 1BX (Annealing)

o TH)IZRERSS 4000 54 Token, ZetEHHEZSIZR Ir Annealing & 0, FEIRHFEF ETFKER 12
8K, BETHIRESGHELL, HREREHE (. B, BERE)

4. ZREVFSBY (Checkpoint)
- BETIEXHIESEIFIREINE Checkpoint SKZIIE, {EARZHIHAIT)|ZRMEE,
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FHITIIER

1.6 755K GPU H100 )|

Llama 3.1 3/

7% 405B KH=E

25KF 4D FHT (SKETP + ifi7KEPP + 3 CP + £43EDP) ;

B RS

FToRBSFIEPEALIE,

BFI6 ;B%5 I GPU EFFHZE (MFU) 2979 38% ~ 41%,

GPUs TP CP PP DP Seq.Len. Batchsize/DP Tokens/Batch | TFLOPs/GPU BF16 MFU
8,192 8 1 16 64 8,192 32 16M 430 43%
16,384 8 1 16 128 8,192 16 16M 400 41%
16,384 8 16 16 4 131,072 16 16M 380 38%

Table 4 Scaling configurations and MFU for each stage of Llama 3 405B pre-training. See text and Figure 5 for descriptions

of each type of parallelism.

ZOMI
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FHITIIER

RoPE ' R&: 4ahil inv_freq M2, AILI—RMFTHITER, FRESITE. M 8K tokens 2| 128
K tokens 6 fiERZXLH BB, R3L(EHFH 800B tokens,

GPUs TP CP PP DP Seq.Len. Batchsize/DP Tokens/Batch | TFLOPs/GPU BF16 MFU
8,192 8 1 16 64 8,192 32 16M 430 43%
16,384 8 1 16 128 8,192 16 16M 400 41%
16,384 8 16 16 4 131,072 16 16M 380 38%

Table 4 Scaling configurations and MFU for each stage of Llama 3 405B pre-training. See text and Figure 5 for descriptions
of each type of parallelism.
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H1TiE: 4D H15

GPU 2

TPO CP1 PPO DPO

GPUO

TPO CPO PPO DPO

PP

GPU 6

GPU 4

TPO CPO PP1 DPO

TPO CP1 PP1 DPO

GPU 3

TP1 CP1 PPO DPO

GPU1

TP1 CPO PPO DPO

GPU7

TP1 CP1 PP1 DPO

GPU 5

TP1 CPO PP1 DPO

S

TP
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N

N

GPU 10

TPO CP1 PPO DP1

GPU 8

TPO CPO PPO DP1 TP1

GPU 14

TPO CP1 PP1 DP1

GPU 12

TPO CPO PP1 DP1 TP1

A 4

DP

GPU 11

TP1 CP1 PPO DP1

GPU9

CPO PPO DP1

GPU 15

TP1 CP1 PP1 DP1

GPU 13

CPO PP1 DP1
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H1TI%: PP 1F1B

. Ne(0OM]

PP rank0 | 012 3 4 | 01 2 N 0 A 1 K

PP rank1 012 3 401 S5 NI 6 A 7

PP rank2 012 3 40 9 5 BN 6

PP rank3 01 2 3 4 8 9 - g
Time Stage 0-3 forward Stage 4-7 forward . Stage 0-3 backward . Stage 4-7 backward

Figure 6 lllustration of pipeline parallelism in Llama 3. Pipeline parallelism partitions eight pipeline stages (0 to 7) across
four pipeline ranks (PP ranks 0 to 3), where the GPUs with rank 0 run stages 0 and 4, the GPUs with P rank 1 run
stages 1 and 5, etc. The colored blocks (0 to 9) represent a sequence of micro-batches, where M is the total number of
micro-batches and N is the number of continuous micro-batches for the same stage’s forward or backward. Our key
insight is to make N tunable.
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YIRS

Component Category Interruption Count % of Interruptions

Faulty GPU GPU 148 30.1%

GPU HBM3 Memory GPU 72 17.2%

Software Bug Dependency 54 12.9% s =B =

Network Switch/Cable Network 35 8.4% Llama 3.1 -IJ | éﬁ‘xg$$& BE%
: Unplanned I\ /4 s

Host Maintenance Maintenance 32 7.6% IE_I_Jj ﬁr:?'bE ! iEl\_;t 90% E

GPU SRAM Memory GPU 19 4.5% . .

GPU System Processor GPU 17 4.1% 5?&1“ 2§\HTJ Ej,

NIC Host 7 1.7%

NCCL Watchdog Timeouts Unknown 7 1.7% ‘ ==

Silent Data Corruption GPU 6 1.4% {K E:%'\[EEE I :/H\: 54 95 ( 39

GPU Thermal Interface + Sensor GPU 6 1.4%

SSD Host 3 0.7% 30 /5 GPU /\BY) 16K HIO

Power Supply Host 3 0.7% ot N— p

Server Chassis Host 2 0.5% 0 %ﬁiﬁﬁl}l éﬁﬂ?‘ftl:' , BX

10 Expansion Board Host 2 0.5%

Dependency Dependency 2 0.5% %BZF /> ﬁ —R |}_|5

CPU Host 2 0.5% REER.

System Memory Host 2 0.5%

Table 5 Root-cause categorization of unexpected interruptions during a 54-day period of Llama 3 405B pre-training. About
78% of unexpected interruptions were attributed to confirmed or suspected hardware issues.

s
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YIRS

Component Category Interruption Count % of Interruptions
Faulty GPU GPU 148 30.1%
GPU HBM3 Memory GPU 72 17.2%
Software Bug Dependency 54 12.9%
Network Switch/Cable Network 35 8.4%
Host Maintenance Ux?planned 32 7.6%
Maintenance
GPU SRAM Memory GPU 19 4.5%
GPU System Processor GPU 17 4.1%
NIC Host 7 1.7%
NCCL Watchdog Timeouts Unknown 7 1.7%
Silent Data Corruption GPU 6 1.4%
GPU Thermal Interface + Sensor GPU 6 1.4%
SSD Host 3 0.7%
Power Supply Host 3 0.7%
Server Chassis Host 2 0.5%
10 Expansion Board Host 2 0.5%
Dependency Dependency 2 0.5%
CPU Host 2 0.5%
System Memory Host 2 0.5%

ZOMI

Table 5 Root-cause categorization of unexpected interruptions during a 54-day period of Llama 3 405B pre-training. About
78% of unexpected interruptions were attributed to confirmed or suspected hardware issues.

YIIZRIFE—E 419 IXE5Hh
RSP

ISl IRV ST RS ISP S
) G EGIRE T 78%.,
TSR BIUIEHEL RSE
=, REHEREZ, BX
EBOEPEI LI BaiahiE, 2
MEIREF, RB3IREEER
EFTFR
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- BUZRRITHRITE Chat IR, ETIERIE (SFT) | #B4EXK4F (RS) FIEY DOP EIZf
(A a8

Collected Prompts

|

K Generations per

Best models from
previous rounds
AN

Prompt
l Best model for next round
DPO Training '
Reward Model — Rejection Sampling — SFT Model > Final DPO Model

T )

Pairwise Annotated and Specialized
Specialized Per-Capability Binary Per-capability
Preference Data SFT data
. J
Reward model training DPO Training

o™ 7oMl 29  Course https:/chenzomil2.github.io/


https://chenzomi12.github.io/

Btz

. I8k RM 1RBY: A\ THnFEaE)2

Collected Prompts

K Generations per
Prompt

, PB4 <prompt, answer> EHEXIERE;

Best models from

previous rounds

Py
l | Best model for next round

: | DPO Training '

| Reward Model —:> Rejection Sampling — SFT Model > Final DPO Model
|

] T N

~ i

L R el Bl g g ——
l i
|
1 Pairwise Annotated and I Specialized
I' Specialized Per-Capability Binary : Per-capability
I Preference Data I SFT data
| |

A

Reward model training DPO Training
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2. BEHEERFE (Rejection Sampling) : XJHIA

o, IEFRESREREBIEA SFT #iE, HE

Prompt, TREMERETEZ, RMEFRET

e ;

r-—-—-----——-------—----'

Collected Prompts

K Generations per

Best models from

)

Prompt

1
Reward Model -1 Rejection Sampling —
I

T

Pairwise Annotated and

Specialized Per-Capability Binary
Preference Data

A

previous rounds

N

! Best model for next round

DPO Training :
SFT Model > Final DPO Model

Specialized

Per-capability
SFT data

J

Reward model training
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DPO Training
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3. DPOIlIgR: ATHrIEEGRELS DPO 1REHEEE LLM 52), DPOARFRN_—HE, MATLIRE <Pr
ompt, Good Answer, Bad Answer> =HIRESY), RIS EFHSEIE Good Answer,

Collected Prompts

Best models from

K Generations per
Prompt

Reward Model — Rejection Sampling —

T

previous rounds

N

! Best model for next round

DPO Training :
SFT Model > Final DPO Model

)

Pairwise Annotated and Specialized

Specialized Per-Capability Binary
Preference Data

Per-capability
SFT data

J
DPO Training

A

Reward model training

o™ 7oMl 32  Course https:/chenzomil?2.github.io/


https://chenzomi12.github.io/

o

BRI tE

IR

MR L

ERREIA, i

8@, X3l Rejection Sampling fTERFISEITLSTE Prompt F=ERIZ LL

M E—feiEa/ar- 5T DPO 1RE, IEFEHIFAIARIME F—IeiB R ER

ZGPrompt ERES. FEIAUENN DPO AT, 1RZRIFRERHAIEREREWS, SFT
TREIRGEIGY, AZRNIERIRIEIA.

RM Z[GISAEBXRI: RLHF 218 RM FT9oF7E PPO 382 ZSJMER; Llama3.l FH RM TS
R SFT £,

SFT %

ZOMI

BER: EEEXEIENEER LM 74, EISRBEREUES) 145 SFT 122,
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RIS E TS 1E6E
DPO [FE: 3RFJ DPO K RLHF TIHEESEZ: RL B IEE, EABERE A REES)
KIAI SEBEIIEY R Scaling Law;
ISEISRIGIBEEN: RGBSR, S5 SFT AREE. BIYRAIRTS|SHuHET,
RSIEREITIEE (WISSIETIRRREER) S7E,

Float8 SE{GIEFIE: 1SNEMMANEN P8, FAISTRLAGERIEF scale, p8 x fp8 i bfl6, &£
SHHERETER, EFOAED (HEE HI00 =RIREE)
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ZIRSIEHL

{£F 3 DEYMNITERST Llama 3.1 iRIIENR. 5. 1BESZRESEED:

ZHE7S Encoder FUllE5: BUEFNIEE Encoder 0 FHRllZk, CV F|IZEUEE<EBIR-SXLA>XT, Audio X
AEWE, BIIEEML token BFEIEE Mask 2(97;

g Adapter: EH—Z%! Cross Attention 2HAY, 15 CV Encoder [FAYSFIEINAZ] LLM H;

155 Adapter: 18]d Conformer {MEIEEHUER, SHiA Token Concat E—EAEN LLM BN ;
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Input Input Input y Input
Single image Video Text tokens Speech segment
or
Image Image e Image
patches patches patches
L J Every 4th laye i - .
[ e Output very ver Token embeddings Conformer block

ifimage Image representation

Image patch Image patch : :
EEE— wee : 3
if video representation representation ) i Self-attention

Conformer block

Linear transform

|
|
|
|
|
|
|
|
I .
1 :
network
1 1 !
|
|
1

i N Speech adapter
I E Randomly initialized latents E SPEECH ENCODER
i Feedforward : Feedforward
| network : :
] . ] Cross-attention — ;
I . : i . Autoregressive
e : decoding
1 IMAGE ENCODER I : Feedforward : LANGUAGE MODEL
1 : network :
---—--——--——-I : : . Vision and speech
Temoreresssrsscscrssecsorosieooonianct encoder pre-training
’ Output Vision adapter training
VIDEO AGGREGATOR Text token . Language model
pre-training
J’ Model fine tuning
Output _-:' Transformer block
Video representation y
3 Every ~3rd layer . Speech adapter training
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Input Input Input
Single image Video Text tokens
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Image Image e Image
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l Output ELl.ry 4th layer
( ‘.ﬁ.mag_l Image representation

Token embeddings

Linear transform

Image patch __ Image patch

E--—
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if vide representation representation )
E Randomly initialized latents
Feedforward Feedforward
network d network
. Cross-attention i

IMAGE ENCODER LANGUAGE MODEL

l

Feedforward

network

sssssssssssssssssssssssssassnsnnsnannant

Output

VIDEO AGGREGATOR Text token

L

R pp—" ——

Output

Video representation ¢

Every ~3rd layer
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