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i£+=735L%8 (Head Num)

5iRE%E (hidden_size) AkEEFI, EBRSLHERE I hidden_size / num_heads
Qwen2-7B: [EE4ERE 3584, SL# 28, BASLHUEEES 3584/28=128

Llama3-8B: [224ERE 4096, 3L 32, BRLHAEREEF 4096/32=128

[N : (RIFERLAEETTE 64-128 Z[B], AR Transformer ZRAHAFHEIERE I 51T ERER
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LEE(E=LZE] (Key-Value Heads)

DEEFEFESI (GQA) H, KV LEHANF/MUSRHEEFERE:
Qwen2-7B: Query 28, Key Value Head 4, FiZhk 7:1 53 2HELH

Llama3-8B: Query 32, Key Value Head 8, FZBk 4:1 3 2HELHI

J&M: Key Value Head I@& /I Query 1/4~1/8, BfFEko] . 30%-50%
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1200 head AIRFHEEIAITITERES), (BFFEX head_dim LIEFIRZFSA (64~128)
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Qwen3-0.6B/1.7B/4B/8B/14B/32B

hidden hidden intermediate max position max window . num hidden num kv .
attention heads vocab size

act size size embeddings layers layers heads

Qwen3-0.6B 128 silu 1024 3072 40960 28 16 28 8 151936
Qwen3-1.7B 128 silu 2048 6144 40960 28 16 28 8 151936
Qwen3-4B 128 silu 2560 9728 40960 36 32 36 8 151936
Qwen3-8B 128 silu 4096 12288 40960 36 32 36 8 151936
Qwen3-14B 128 silu 5120 17408 40960 40 40 40 8 151936
Qwen3-32B 128 silu 5120 25600 40960 64 64 64 8 151936
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Qwen3-30B-A3B/Qwen3-235B-A22B
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Qwen3 Dense
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Qwen3 MoE
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Qwen3 vs DeepSeekV3
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@ zowmi

Thank you

BARFEHEAEBIMTRE. BIRE.
BNAN, WEDYBERRIEREHR

Bring Al System to every person, home and
organization for a fully connected,
intelligent world.

Copyright © 2024 XXX Technologies Co., Ltd.
All Rights Reserved.

The information in this document may contain predictive
statements including, without limitation, statements regarding

the future financial and operating results, future product

portfolio, new technology, etc. There are a number of factors that
could cause actual results and developments to differ materially
from those expressed or implied in the predictive statements.
Therefore, such information is provided for reference purpose
only and constitutes neither an offer nor an acceptance. XXX
may change the information at any time without notice.
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https://www.youtube.com/watch?v=sOPDGQjFcuM&t=1s
https://arxiv.org/abs/2308.00951
https://arxiv.org/abs/2106.05974
https://zhuanlan.zhihu.com/p/652536107

PPT FRJRTE: https://github.com/chenzomil2/Allnfra
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