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Ope nAI G PT—AO https://lopenai.com/index/hello-gpt-4o/

J HIERARCHY OF CHATGPT 1 May 13,2024

Hello GPT-40
\RCIAL INTEL gy

DEEP LEARNING

We're announcing GPT-40, our new flagship model that
can reason across audio, vision, and text in real time.

Contributions >  Tryon ChatGPT 2  Tryin Playground 2  Rewatch live demos >

- Contextual
Conversations

- Interactive Q&A

- Peer review
and tutoring

All videos on this page are at 1x real time.

ZOMI 6
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GPT-40 openai X Q

(=

|
@OpenAl - 107 R {IITEIE - 124 N SA

OpenAl's mission is to ensure that artificial general intelligence benefits all of humanity. >

twitter.com/openai M1 B9h 2 NeEE

T

B M| shorts EHIFE HERIIR HE Q

Say hello to GPT-40
627,855/ R3& * 2Kl

Say hello to GPT-40, our new flagship model which can reason
across audio, vision, and text in real time.

Learn more here: https://www.openai.com/index/hello-gp...

= LT TR

Live demo of GPT-40's vision Live demo of GPT-40 realtime Live demo of GPT-40 coding Live demo of GPT-40 vision Live demo of GPT4-o voice Live demo of GPT-4o realtime

capabilities translation assistant and desktop app capabilities variation conversational speech
2575 )RWME * 2KAI 2273 )RWE « 2Kl 245 RNE « 2KAl 9.9 RME + 2KAl 9273 )RME + 2KAl 9.675/RMAE + 2KH]
7

Course https://chenzomil 2.github.io/



https://chenzomi12.github.io/

GPT-40 contributions H4H4R

Pre-training leads
Post-training leads
Architecture leads
Optimization leads
Long-context lead
Pre-training Data leads
Tokenizer lead

Human data leads

Eval lead

Data flywheel lead

Inference lead

Language Large Model

® 70Ml

=
>~

:I

Multimodal lead

Post-Training Multimodal lead

Audio Pre-Training leads
Audio Post-Training leads
Visual perception leads

Visual generation leads

Data acquisition leads
Data infrastructure leads
Human data lead
Encoders leads

Decoders leads

Multimodal Large Model

8 Course https://chenzomil 2.github.io/
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GPT-40 contributions A =ik

ZIER I ESEAEELM IDE + ZSESKAEEMIMIDE + 88 + BoifiEfEmE ;

Hpk : 137INH , FFERTERA 400+ ;

IBEARELLM IDH SESAIREMLMIGE :

67N NEE |, 220 A+ ; 207N, 106 A+ ;

KA, Filllgs, #0E €4, Tokenizer ; B4, MRS EERL. HmES
ESIH : IRBIRHSERE

| 1/NNEE |, 58 A+ ; PLY NG

SRR, RERH. ELRE TefERA. LR 2E
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tHXIRE

Our research
Overview

Index

Our research

Overview

Index

Latest advancements
GPT-4
DALLE 3

Sora

® ZOMI

ChatGPT
For Everyone
For Teams

For Enterprises

ChatGPT login 7

API

Platform overview

Pricing

Latest advancements

GPT-40

DALL-E3

Sora

Safety overview

Safety overview

Safety standards

Teams
Safety Systems
Preparedness

Superalignment

Company
About us
News

Our Charter
Security
Residency

Careers

Hello GPT-40

10

Terms & policies

Terms of use
Privacy policy
Brand guidelines

Other policies

Course https://chenzomil 2.github.io/
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a WhISPer v3 https://github.com/openai/whisper

4 ™
. . . Sequence-to-sequence learnin
Multitask training data (680k hours) 9 9 9 EN 24 0.0 | The |quickbrown| «*
. N0 xt-tok
English transcription T:fedic‘;;"
-
@: “Ask not what your country can do for -+” ~ MLP
.
-7 Ask not what your country can do for - ML cross atlention
self attention
Any-to-English speech translation ! IS !
: c :
] 1
¢ “El répido zorro marrén salta sobre " Transformer ( ' A = s ™
= P Encoder Blocks a LP g MLP Transformer
-7 The quick brown fox jumps over - [sefatiention ) g Decoder Blocks
. - ” <
Non-English transcription MLP > <
I
@ oo (o 22t LCHEH WL YD Qe - N — J =
e
= Sinusoidal L >
7 A9 2o 22t Lh2{CHEH S0 §0 82 - Positional
Encoding . o
No SpeeCh 2 x ConviD + GELU FL-:s?trirclJica‘ll
&% (background music playing) Encoding
9 o SOT | EN Zahe| 0.0 | The |quick| -
Y ) Log-Mel Spectrogram Tokens in Multitask Training Format
—— AN

2 ZOMI 12 Course https://chenzomil 2.github.io/
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@ Whisper v3

ZOMI

Robust Speech Recognition via Large-Scale Weak Supervision

Alec Radford ! Jong Wook Kim“! Tao Xu' Greg Brockman' Christine McLeavey ' Ilya Sutskever !

Abstract

We study the capabilities of speech processing
systems trained simply to predict large amounts of
transcripts of audio on the internet. When scaled
to 680,000 hours of multilingual and multitask
supervision, the resulting models generalize well
to standard benchmarks and are often competitive
with prior fully supervised results but in a zero-
shot transfer setting without the need for any fine-
tuning. When compared to humans, the models
approach their accuracy and robustness. We are
releasing models and inference code to serve as
a foundation for further work on robust speech
processing.

methods are exceedingly adept at finding patterns within a
training dataset which boost performance on held-out data
from the same dataset. However, some of these patterns are
brittle and spurious and don’t generalize to other datasets
and distributions. In a particularly disturbing example, Rad-
ford et al. (2021) documented a 9.2% increase in object
classification accuracy when fine-tuning a computer vision
model on the ImageNet dataset (Russakovsky et al., 2015)
without observing any improvement in average accuracy
when classifying the same objects on seven other natural
image datasets. A model that achieves “superhuman” per-
formance when trained on a dataset can still make many
basic errors when evaluated on another, possibly precisely
because it is exploiting those dataset-specific quirks that
humans are oblivious to (Geirhos et al., 2020).

13 Course https://chenzomil 2.sithub.io/
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0 Whisper [FI2

e N
Multitask training data (680k hours)

English transcription
@: “Ask not what your country can do for --"
-7 Ask not what your country can do for -

Any-to-English speech translation
@: “El répido zorro marrén salta sobre -
7 The quick brown fox jumps over -

Non-English transcription
@< g floll 22t LhzichEe LB Y

7/ 4 9o 22} LCtEH 42U E0 g2 -

[d]
B
rlo

No speech

&\ (background music playing)

Sequence-to-sequence learning

l

Transformer _{
Encoder Blocks

Sinusoidal
Positional @—»9
Encoding A

2 x ConviD + GELU

J 2

Log -Mel Spectrogram

cross attention

5
[ on e

0.0 | The

quick Frown e

A

next-token

Y

\ 4

Y

y
g

A

cross attention

self attention

cross attention

self attention

cross attention

IIHIIIHHIIH

self attention

prediction

Transformer
Decoder Blocks

-/
A

Learned
?(—i Positional
Encoding

TRANS-
CRIBE

‘SOT‘ EN

0.

0 | The |quick| ***

Tokens in Multitask Training Format

Multitask training format Language W= Time-aligned transcription
identification Transcription
-
B G e ‘ TRANSCRIBE bggln text tokens ?Nd eee b?gm text tokens gnd
e N TAG time time time L time ..
previous - - - R
AR text tokens TRANSCRIPT ‘ SRV - \ :] EoT
: g O TRANSLATE RO text tokens A
SPEECH ) \TIMESTAMPS
Custom vocgbulary/ ¢ L J
prompting . o _ RS
\ vodlgteeifig:ty X Engllsh Text-only transcription {
special text timestamp ;  Translation (allows dataset-specific fine-tuning)
(VAD) \
tokens tokens tokens

® ZOMI

Whisper 1%}% 680k /NITEYSS
SESE|122 LR EES
*EIJ.LIZI =. H :%:\ i%iEng*D%

=il

%), 1_1_%17 =PIl
?EF'EI’J%?HEM‘ET #sCH)
:I- %E’J/ﬁﬁﬁ \7JJ

TR ESHREAEE , AR
ﬁﬁﬁ Mel JIERERE ZREL ( MFC
C) FHHREZE |, BiuEEG:
IR IR £,

\f

15 Course https://chenzomil 2.github.io/
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Whisper [FI2

e N
Multitask training data (680k hours)

English transcription
@: “Ask not what your country can do for --"
-7 Ask not what your country can do for -
Any-to-English speech translation
@: “El répido zorro marrén salta sobre --”

7 The quick brown fox jumps over -

Non-English transcription

3]

@< voigf Qo g2t L2 H HPLE W We

7/ 4 9o 22} LCtEH 42U E0 g2 -

No speech

&\ (background music playing)
J o

Language
identification

Multitask training format

Sequence-to-sequence learning

’EN Ty 0.0 lThe quickFrown
A
next-token
prediction
—
~
i —o— >
c
. k] .
: E :
Transformer _{ = (—ﬁ
Encoder Blocks P Transformer
a Decoder Blocks
g R
© >
Sinusoidal o STt
Positional
Encoding - J
2 x ConviD + GELU Learned
xLonvid+ EE(—% Positional
A Encoding
‘SOT‘ EN |Gase| 0.0 | The |quick| =+
Log-Mel Spectrogram Tokens in Multitask Training Format

X=X
Transcription

Time-aligned transcription

LANGUAGE

~

JL
s N ) . )
H TRANSCRIBE begin text tokens P ... B text tokens end \
time time time

previous

) 5 STARTOF | The
A=Y text tokens TRANSCRIPT ‘ ~
— s NO

- )
URANELNE \TIMESTAMPS H

time |.
L )
:] EOT

text tokens A

T /N{ SPEECH ,\

Custom vocabulary / ¢
prompting i oy
Voice activity
special text timestamp d?:/elgtj“)’"
tokens tokens tokens

L

X — English

% Translation

~
Text-only transcription
(allows dataset-specific fine-tuning)

® ZOMI

Whisper SHIERIEEAHEIN |
BRSNS A FREFHTILEL,
B R AEEEE |, AHEE
HLREIINENRE | (F15
1REL e R R FTNEE XY
RIRYSIA,

{§F CTC ( Connectionist Tem
poral Classification ) fRFSEE ,
Sttt RS a sl N ES G
IV NEZIIR

AN
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0 Whisper [FI2

e N
Multitask training data (680k hours)

Sequence-to-sequence learning

“TRANS-

’ EN CRIBE

0.0 | The

quick Frown e

Whisper {FFA%HE Seq2Seq ,

next-token

English transcription

-
@< “Ask not what your country can do for - Eg}?fgé_}ﬁ \% \j_ﬁ/\
5 3 T f
7 Ask not what your country can do for - > cross atienfion /N E! ZEL.L I rans
self attention
. . c
Any-to-English speech translation § 1 3& — é %73 ﬁ% A .
@< “El répido zorro marrén salta sobre " Transformer _{ % O rme r Ij JH:E q: = EE I
Encoder Blocks Py Transformer
-7 The quick brown fox jumps over - § R T Decoder Blocks

Non-English transcription % le:I:B ﬁg %%1 E%E)E/_\EE}E*[L%%%%% -I :F |:|:|

cross attention

Sil idal
J olE 9l B2 LRCIEE HEL YT Ye - Positional (:)_,_? T 2}? CE= E ?QAQ ; = -
neodng S— RIESENESFERIEKAE ;

No speech 2 x Conv1D + GELU EE<—% Positional
&\ (background music playing) ! Encoding
T e RS0 R SRR S

Log-Mel Spectrogram Tokens in Multitask Training Format
=EE
IBEFRYRERBIEN Transforme
H ini Language X=X . -
Multitask training format o S i ﬁme-allgnedJiranscrlptlon r'_'_l s E/\J
) v : 1 r /\\\/\\\EE}EJZ-LI:I [ ,I:D 3 1 /H\
= g e B E = - o
PREV H previous START OF I\ - 3 . :]E} % ﬁE_” E g 1 fE % 1 L l a:
text toke TRANSCRIPT N - \ —
) ext tokens L NO oy q: x

@< voie ol 22t uRictEe ULt Y

[d]
B
rlo
r

Y

(AR

~ NO
¢ \T et ‘ TRANSLATE TR J—»[ text tokens A
Custom vocabulary / ¢ 4 ? o "0 g .
prompting . ! _ ~
\ Vot;c? z(a;tlvny i X English Text-only transcription EEO
special text timestamp ?VeAD'()’" L ensiaton (allows dataset-specific fine-tuning) |
tokens tokens tokens
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0 Whisper [FI2

e N
Multitask training data (680k hours)

English transcription
@: “Ask not what your country can do for --"

-7 Ask not what your country can do for -

Any-to-English speech translation
@: “El répido zorro marrén salta sobre --”

7 The quick brown fox jumps over -

Non-English transcription

7/ 4 9o 22} LCtEH 42U E0 g2 -

No speech

&\ (background music playing)
J o

Sequence-to-sequence learning

Transformer _{
Encoder Blocks

Sinusoidal
Positional @—»9
Encoding A

2 x ConviD + GELU

S

Log-Mel Spectrogram

“TRANS-

’ EN CRIBE

0.0 | The
A

next-token
prediction

cross attention

Y

self attention

cross attention

cross attention

\ 4

e i

self attention

cross attention

Y

self attention
-/

A

TRANS-
CRIBE

0.0

The

‘ SOT ‘ EN quick

Tokens in Multitask Training Format

quick Frown e

Transformer
Decoder Blocks

Learned
E?(—i Positional
A Encoding

Language

Multitask training format

identification

X=X
Transcription

- 7 =

Time-aligned transcription

N -
\

J -

JL
‘—% TRANSCRIBE begin text tokens P ... B text tokens end \
time time time

LANGUAGE
) 5 i STARTOF | The
previous
A=Y text tokens TRANSCRIPT ‘
— - NO

time |.
L )
:] EOT

/

‘ N
T \A{ SPEECH \
4

f " no |
TRANSLATE TIMESTAMPS J—)[ text tokens
g ) U )
Custom vocabulary / ¢ N
prompting Voi tivi . T
N %:fex::fy W= Engllsh Text-only transcription
special text timestamp (VAD) Translation (allows dataset-specific fine-tuning)
tokens tokens tokens k

® ZOMI

AENESEBEIBERTN token
FHRD , MEE—MEE
BETBANEZMESS,

START OF TRANSCRIPT token
&, ZRIFTAREIREA N
O SPEECH ., B AlRiENIRE]
HARNEEEIES LANGU
AGE TAG ,

&xfa N3 AR EEF A
[B&%. E=/EZNA EOT token

N (== Y
g/l\lfzﬁﬁfgl:l o
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G Whisper {EFH

N

English transcription

-7 Ask not what your country can do for -

Any-to-English speech translation
@: “El répido zorro marrén salta sobre --”

7 The quick brown fox jumps over -+

Non-English transcription

3]

@< voie ol 22t uRictEe ULt Y
7 odd 9lof| 22} LhaictE® HPL Yo Ye -
No speech

&\ (background music playing)
J o

Multitask training data (680k hours)

@: “Ask not what your country can do for -

e -

~

L

Multitask training format

Transformer _{
Encoder Blocks

Sinusoidal
Positional @—ka
Encoding A

=

Sequence-to-sequence learning

I

2 x ConviD + GELU

S

Log-Mel Spectrogram

“TRANS-

’ EN CRIBE

0.0 | The
A

quick Frown e

next-token
prediction

cross attention

Y

self attention

cross attention

cross attention

\ 4

e i

self attention

cross attention

Y

self attention

-/
A

p—1

The

TRANS-
CRIBE

sor | en

0.0

quick

Tokens in Multitask Training Format

START OF
TRANSCRIPT

previous
¢ PREV] text tokens

)

Custom vocabulary /

prompting
special text timestamp
tokens tokens tokens

o

Language X=X AT -
identification Transcription Time allgnedJiranscnptlon
f Lo )
D) N
LANQUAGE TRANSCRIBE begin text tokens SN ... [ text tokens end
TAG time time time time
g NO ’ ’ NO
SPEECH | TRANSLATE TIMESTAMPS | > text tokens ]
¢ 1. L )
Voice activity % X — English RS
%etecﬁonty 0958 Text-only transcription
(VAD) Translation (allows dataset-specific fine-tuning)

Transformer
Decoder Blocks

Learned
Positional
Encoding

® ZOMI

fR T RILARTEE RS, Wh
isper J\Eﬁgﬂ%gigﬁigﬁiﬂ
Bl BEFE. MEESR
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ISR MEEL R LB
tEFEEEEEFRHNZ
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6 SO RA Iimgﬁtﬂim https://openai.com/index/sora/

Creating video from text

Sorais an Al model that can create realistic
and imaginative scenes from text instructions.

Read technical report

@ ZOMI
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© sOrA faEILE

AL

SORA tRHYZE

SORA = |VAE encoder + DiT (DDPM) + VAE decoder + CLIP]

-

Clean Video

" Pixel Video Space

Encoder

Decoder

\

Spacetime Patches

Latent Space

4 Lower-Dimensional Latent Space

\

Diffusion Transformer

-

(—)

—

L]
Scale

MLP

Multi-Head
Attetion

1

("LQndition Tokeny

® 70Ml

1

4 Conditioning )

LLM GPT-4 < Prompt

- Images
5. DALLE 3
2
. J

J
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© sORA {aBEILEH

AL

SORA tRHYZE

SORA = |VAE encoder + DiT (DDPM) + VAE decoder + CLIP]

-

Clean Video

" Pixel Video Space

Encoder

Decoder

\

Spacetime Patches

Latent Space

4 Lower-Dimensional Latent Space

\

Diffusion Transformer

-

(—)

—

L]
Scale

MLP

Multi-Head
Attetion

1

("LQndition Tokeny

® 70Ml

1

4 Conditioning )

LLM GPT-4 < Prompt

- Images
5. DALLE 3
2
. J

J
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€ GrT 3 BRIl

Decoder-Only Architecture Generating Autoregressive Output
Token Output |
T T T T Time Step #1 Time Step #2 Time Step #3
| sat | | down I | <EOS> I
[ Decoder Block \] A ' 3
[ Decoder Block ]
Decoder-Only Decoder-Only Decoder-Only
Architecture Architecture Architecture
{ Feed Forward Neural Network ] o S S S A B
[ Masked Self-Attention ]: | the | dog | | | | | the | dog | sat | I | | the | dog | sat I down I |

(1T R 1

Token Input

___________________________

2 ZOMI 24 Course https://chenzomil 2.github.io/
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€ GPT 4 spEEM

® ZOMI

Parameters Decoder layers Context lenght Hidden layer size
117 million 12 512 768
1.5 billion 48 1024 1600
175 billion 96 2048 12288
1.76 trillion 120 8000* 20k*

*Data subject to confirmation by OpenAl. Last updated: July 2023.

25 Course https://chenzomil2.github.io/
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© GPT 4 ERIGER
. Pretrained and frozen ([ Output: text

Trained from scratch a very serious cat.
during Flamingo training

| |
e —

Perceiver Perceiver n-th GATED XATTN-DENSE

Resampler Resampler - :
1st GATED XATTN-DENSE

3

Processed text

<image> This is a very cute dog. <image> This is

Input: text and visual
data interleaved

This is a very cute dog.

Visual data L
processing 4
& 7Z0MI <0 Course ntps://chenzomil2.github.io/
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Turn on the party light “Sure Jim, I have set
'""ﬂndhundnlhh"h“""hh and play cool music at 8 it up according to
pm every other Tuesday your preference”
+ 3 second
voice sample

ChatGPT

| o —

“Turn on the party light L weekday() == Tue

A play Cobl, PUslC.aF .. <SMART HOME API CODE> '""'lll'“l'l“l"“l'|||||||||||"“|"'

8 pm every other Tuesday return <confirmation msg>

& 70MI 27  Course https://chenzomil2.github.io/
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Reduce Tokens : &> LLM Tokens EAE S8 Tokens

Increase Tokenizer : $4aIM 100K £l 200K

— BURIRE [C

Video : IF5. O&. RIEREMERESE

Stable Diffusion of Transformer ( DiT )

5545 Weak Supervision

— BB [C

BE)3 Autoregressive for LLM

Ope nAl GPT4o0 GPT3 : Language Models are Few-Shot Learners

1. text &S @/ Transformer : Attention Is All You Need

\ InstructGPT : Aligning language models to follow instructions

VAE : Spacetime latent representation

2.Video &7 @/ DiT : Diffusion Transformers

W%%*@ S \ ViT : Vision Transformer

3. Audio & O Whisper : Robust Speech Recognition via Large-Scale Weak Supervision

DALLE 3 : Text toImages

SRS G)/ LAMM: Label Alignment for Multi-Modal Prompt Learning

\ Unified-10 2: Scaling Autoregressive Multimodal Models with Vision, Language, Audio, and Action
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https://chenzomi12.github.io/

GPT-4o0 [RIBfFEE

GPT — 40 = DataEngineering + SuperAligning + [Transformer Decoder]x! + Condition

& Data Engining A Condition A
P Text
] Patches
Text —» Tokenzier —>
g o)
'c 3 :
Condit atches k=) 9 - Audio
Audio— / Encoder \ > f Q
(]
Q p _
- IS} D|T ’e)
s tch @ 5
paceti atches $
&% —> / Encoder > I g [ Images
NatlveV|deo
& T ____ < Y

Data Flywheel
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GPT-4o0 [RIBfFiEE : Data Engineering

LLM {3PAREST |, I —AATEL2 , #8Y Tokenizer HTHJ Vocab Size ;
Audio 2% Whisper v3 5 Text Z581E/J Multitask training format B4gh3 ;

Video/Image {&% Sora HY Spacetime Patches tRERIBIEYE ;

4 Data Engining A Condition h
» Text
Patct 2s
Text —» Tokenzier — >
m o
c [7)
= 9
Conditien Patc es k=) § > Audio
Audio—> / Encoder \ — > f al
(0]
o ~\
@
e Spacetime Patc ies _E)
i F o - . Encoder — > § » Images
I o)
Native Video
_ 5 J -/ g J
l Data Flywheel
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HiETIE

Language tokenization : These 20 languages were chosen as representative of the new tokenizer's co

mpression across different language families.

ZOMI

Gujarati 4.4x fewer tokens (from 145 to 33)

Telugu 3.5x fewer tokens (from 159 to 45)

Tamil 3.3x fewer tokens (from 116 to 35)

Marathi 2.9x fewer tokens (from 96 to 33)

Hindi 2.9x fewer tokens (from 90 to 31)

Urdu 2.5x fewer tokens (from 82 to 33)

&dl, HIZ M YUlZl-4o ©. ¢ is 491 UsiRg eil
HISE €. dHA Houlld 2413 d1RY!

3SVBHD, T° HEDH 28He3-40. I 2.8 5B
BB P IS . )E) FODI0EH
HoIHo!

6U6TOT & 1D, 67601 GlLIW gBlGlig-40. BITeT @ YSlw
aUem & UMY LOTL 6V, 2_MRIFEm6T &b PSS Bl6v
&P

THEBR, HTS! 71d SUIel-40 31| Wt U TdiT
YR HTHT ATSH 31Te| FHTeT W 37THg e

T, WRTATH SUIE-40 81 # U 7Y TBR &1
TST Hisel 1 3o fieTa 3resT o

(S pah 235 S5l (10 - o 0= (55 o o p b Lo 5kay
I gl Sdo o ST s dile ol

Korean 1.7x fewer tokens (from 45 to 27)

Vietnamese 1.5x fewer tokens (from 46 to
30)

Chinese 1.4x fewer tokens (from 34 to 24)

Japanese 1.4x fewer tokens (from 37 to 26)

Turkish 1.3x fewer tokens (from 39 to 30)

Italian 1.2x fewer tokens (from 34 to 28)

QHISIMIR, M| 0| §2 GPT-404LICE K= AMER
[ A0 ZHYL|CE, THLEA HEZESLICH

Xin chao, tén t6i la GPT-40. Toi la mét loai
md hinh ngdén nglr mdi, rat vui duge gap
ban!

R4F, Y

BFEGPT-40, HE—TPHELRY
BEERE, REX

REIR!

ChITEE. FADRBIEGPT-40TY, FAlX
HLWY A TOEEETIVTY, #IHEL
T!

Merhaba, benim adim GPT-40. Ben yeni bir
dil modeli turlytm, tanistigimiza memnun
oldum!

Ciao, mi chiamo GPT-40. Sono un nuovo tipo
di modello linguistico, piacere di conoscerti!
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GPT-4o0 [RIBfEIEE : Super Aligning

imElim E2E BY MLM KRR | JFARRSEIEAN |, F5—1E9 Transformer Z51ARY SN ;
1EBENEE KR BY IR EREI3BAYRIREY ( LLM supervise MLM ) ;

https://openai.com/index/introducing-superalignment/?utm_source=tldrai
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GPT-4o [RIBfi#i5E : Transformer Decoder

20 Transformer Decoder Z2%4 , E05{E)||Z
HEIR(EFKREESEF ( Flash Attention ) BH{THREUINE

58 OpenAl — Everything Scaling Law BY5 TS ;

FARAYFT |

-~
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> Text
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J (o) \
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= I} 1 e
a DiT ~
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& ZOMI
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GPT-4o [FIBERFiEE : Outputs

EHAIECE . BJ1EE text/audio/images , [ELLLE Conducting fYcase , Ft— Transformers Tokens i N\ BJSCHY ;
Images (KSRGS SORA [ DIiT fE/94ERL , {BLEALEERKETJT Images not Videos ;

Audio 5 Text NiZ&BXITT , (RIFEFEE ;

-~

Data Engining h Condition )
» Text
] Patches
Text —» Tokenzier >
J (o) \
c [0)
) 'c g .
Conditien Patches k=) 9 » Audio
. > < a)
Audio— / Encoder n /
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= = DiT &
. (7] C
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%y > Encoder > " S [T™ mages
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GPT-4o [RIBf#i5E : Data flywheel

Figure 7 | Modeling overview. Post-training utilizes an optimized data flywheel in order to acquire
human-AI feedback and continually improve on key areas. The data mixtures for supervised fine-
tuning, reward modeling, and reinforcement learning serve as the foundation for our models.
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BARSSE

SIRSHIRTE
LLM tokens j&Z) , 1L KIRBIAVEINES! Tokens £5&SHEAFE—/ Signal KFF ;
[AZRIEK Token J&Z> , 1aM 100K El| 200K , LLM {RASZRH—E1EE ;
Video {24 SORA ¥ spacetime patch XIRT AR EIRIDE ;
1= -
SRE/BREENE , SNSESTFTHITR RV IGIEEE ;
RBIEIE S
1&@id Super Aligning X Text, Audio. Video =FEZHITXIT ;

AZALA LLM ( GPT4) BENAE , IIASIESHEE Tokens FER—PAREL
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AEBELREREBRSEE

XJ LLM KRBTSR EE
XJ MLM KEERIRE S EE |
MNBEEAS BHEE (RE) |

XJiItEF=A (AMD, NVIDIA, HUAWEI ) RYE% ;
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WAREFSHNEE

LLM KIRRIE L NARIRER , HN¥F MOE HREMIRE K, #BXEKR. K55
DeepSeek, Grok XY MOE HUBIHFTIIREIRUEE X |, SUERELF ;
90 KIMI SEREKFFIRAZE , (BERREIHSFFIN SFT/RE KRR ;
OpenAl GPT-40 ZEHI7E LLM A% , (BIRBERKFIIME : Z1ES. SUETERRE

LLM EE{KTE GPT-4 {[f X% WBE G0 , TooRMEHE , IEANBE T3 ;

& 7Z0MI 41 Course chenzomil2.github.io



https://chenzomi12.github.io/

WAREFSHNEE

MM HANFIE , 24 FAMASESKRETE | EFNEEDS !
E NSRRI T AfERKIII4 . GOOGLE 1 OpenAl S HEBHE FHEFER B MLM ;

K HEEBZH PPT A&, e KEBHRE , FHET R scaling law ;
FHEFFREFH SORA MHE MLM , KIEEIZHEM LLM FHRo 3 ;
MLM EI5E LLM BIRERHE—ZHIEN | MAZRMNITTFFE ;
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WBEEREAER~HEE

FEREA LR | BEINAIECEEARBR |, REZHAREIX -

® ZOMI

Google FRIIAIE Al , WIBFRERREZL LS ; BERERMHELZSESS Al RS
F2F KHEHY & E2E KRB kS ( Tesla FSDI12, GPT-40. Google Evo ) , EINEREX ;
fE GPT-4 iREXIEF , ERN LLM FFRIEH L3k , Bt LLM NEBEReEREMIREMER ;

ERINFEERARE | HNEMNE OpenAl B RoadMap 18/F ;
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it RS

MLM. LLM FEXEEHEWS | IRSSeaENFFELHE , EEENRERME
24 FRARARERS SRR | HEGHFERERN | | BNENRNESKIARE |
MR R4 ENsam s (172 SRR ) |, &5 MM, LLM SN AEREGED |, but LLM 5H XXX ?
MLM XS455KAERDES (IP) B , EUBRTERHET ARM CPU B9/)MZ/\ DIE 5 ;
MLM RS0 TMEATEE vs LLM HEIB(RATREE AT , HBM or LPDDR ?
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How we use your data
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Models overview

The OpenAl APl is powered by a diverse set of models with different capabilities and price points. You can also make
customizations to our models for your specific use case with fine-tuning.

MODEL DESCRIPTION

GPT-40 The fastest and most affordable flagship model

GPT-4 Turbo and GPT-4 The previous set of high-intelligence models

GPT-3.5 Turbo A fast, inexpensive model for simple tasks

DALL-E A model that can generate and edit images given a natural language prompt

TTS A set of models that can convert text into natural sounding spoken audio

Whisper A model that can convert audio into text

Embeddings A set of models that can convert text into a numerical form

Moderation A fine-tuned model that can detect whether text may be sensitive or unsafe

GPT base A set of models without instruction following that can understand as well as generate natural
language or code

Deprecated A full list of models that have been deprecated along with the suggested replacement
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