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What is Al Compiler?

The Deep Learning Compiler: A Comprehensive Survey

Input format
of DL models

T TensorFlow PYTOHRCH © Caffe2 @=xnet S5Z% ) ONNX -

v compiler frontend Hardware speciﬁc Low-level IR/
I Optimizations (Dgf'i):;asm:::liaﬁc)
1. Intrinsic mapping P
Transformation Computation graph 2. Memory allocation .
Symbolic representation Optimizations 3. Memory latency hidin 1. Halide based
1. > relay (TVM) 1. Algebraic simplification 4. Loop oriented opt Auto 2. Polyhedral
2. - bridge (nGraph) 2. Operator fusion 5  Pparallelization Scheduling model based
3. > ATen (TC) 3. Operation sinking 6 g., polyhedr 3. Other unique
4. > direct translation 4. CSE IRs ...
5. 5. DCE
= 6. Static memory planning = —
@- 7. Layout transformation 3 Auto-tuning Compilation
=) 8. ol 1. Parameterization Scheme
High-level IR/ Graph IR c 3 c 2. Cost model 1 . Just-In-Time
(Device independent) 2 E ’% 3. Parameter searching Manual 2. Ahead-Of-Time
: g 22 Scheduling
1. Representation a Methods oo \(e g., Halide
DAG-based E 1. Pattern matcher 5 = Code generation
Let-binding-based (&) 2. Graph rewriting o Using kernel libraries 1. LLVM
Tensor computation 1. Intel DNNL 2. CUDA
Lambda / Einstein 2. NV cuDNN /TensorRT 3. OpenCL
2. Implementation (": d:?n:i: gs) 4. Other customized libs 5. ..
Data representation 1.  Text form . N
Operators supported 2.  DAG form [ . v
3 .. Compiler backend
Target CPU GPU ASIC DSP More and more
platforms (X86, ARM, RISC-V)  (NVIDIA, AMD) (TPU, Inferentia, NNP, ...) T Accelerators
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(Intermediate Representation , R[AIFRIX) , B S BEIFHITIL -
High-level IR : FBFRRITRE , HHIFEER AN TRAMERmFESSTPRURKEREZIREH
MNEZRzEIX—A/ , AT SINEEHNERTLAFNRIT T —E IR,
Low-level IR : BEFSAERRHAERYIER CFRMEE |, MNTIRERSEXIFRFHITIE . XHEHED
AT =K,
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Frontend Bijim{4Y,

MIETREE , BimSNREERIUt. RABRHE TITEEEENE | LB S ZEEIR RN
ITFEIC. BRI SRR  XEREILISTREERANATEMEmRER. slimiiH
SR

T RZRAY, , 40 Zero-dim-tensor elimination. Nop Elimination

REGUE | aCEEL. BEifE. BFE

SRR, , W Common sub-expression elimination, DCE
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Backend Fim{/iit,
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B e AR ERE S e 8. 1) [RRIRERIALLVM IR |, FIFBLLVMER SIS
FRIUACHICPU/GPUES, 2 ) (SERBSUERIIRERIE . XEJLAEBRUER B EmE .
=FJEE
BT ESER TR RATSERENERTEEX | BV EFAEMEZERERES
FIRE. | ) Halide/ TVMATFRAEMITEREAS T | (FHREETREHRERE. 2) MAZ
E{MEEY Polyhedral model IHTE&E0EEE,
RAC R
| B EUERZE | iz T SiE e ERIIMEDLYISFHERR, FSFeEMRIETLIREITE
ERAY , FRMACHINZET EERS M , BNRTESZRIA—EMILAIZIER,
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What is Al Compiler?

Application(CV/NLP/Speech)

High-Level IR
Graph Layout Static memory
Optimization transformation Allocation
Manual
Auto K I
Wro neme Optimized Labs
X86 CPU ARM CPU RISC GPGPU
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1. BT EEMEFMRAE 1. Z&PyTorchfPython[RERIA, F# 1. BE5i—RIX, LIRMSHL

L SRR 2. EFBmEM, BEFAIE
2. T EEPRAEN D miELERA 2. AERRIZREN, FTHEEDR 3. $IEME, ST ILEE
HITRES UL 4. BIRLRTAHS, RATHM
Naive Specific Universal
Caffe TensorFlow ™ O T @ Y
Cons Cons
1. APIFI[E, ZRME 1. BIEREADARIE
2. REDSAFEMIT X4 gEHk X 2. HEMZIIIHEEZ 1L
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Input format
of DL models

T TensorFlow PYTOHRCH © Caffe2 @=xnet S5Z% ) ONNX -

v Compiler frontend

Hardware specific

Optimizations

Low-level IR/
Operator IR
(Device specific)

1. Intrinsic mapping
Transformation Computation graph 2. Memory allocation .
Symbolic representation Optimizations 3. Memory latency hidin 1. Halide based
1. > relay (TVM) 1. Algebraic simplification 4. Loop oriented opt Auto 2. Polyhedral
2. - bridge (nGraph) 2. Operator fusion 5  Parallelization Scheduling model based
3. - ATen (TC) 3. Operation sinking 6 g., polyhedr: 3. Other unique
4. > direct translation 4. CSE IRs ...
5. 5. DCE
= 6. Static memory planning = .
g 7. Layout transformation = Auto-tuning Compilation
5 8. - 5 1. Parameterization Scheme
High-level IR/ Graph IR oy @ c 2. Cost model 1. Just-In-Time
(Device independent) £ E ’% 3. Parameter searching Manual 2. Ahead-Of-Time
: g 22 Scheduling
1. Representation a Methods oo \(e g., Halide
DAG-based E 1. Pattern matcher g = Code generation
Let-binding-based (&} 2. Graph rewriting (3] Using kernel libraries 1. LLVM
Tensor computation 1. Intel DNNL 2. CUDA
Lambda / Einstein 2. NV cuDNN /TensorRT 3. OpenCL
2. Implementation (": d:?n:i: gs) 4.  Other customized libs 5 ..
Data representation 1.  Text form . N
Operators supported 2: DAG form [t 4
3. Compiler backend
Target CPU GPU ASIC DSP More and more
platforms (X86, ARM, RISC-V)  (NVIDIA, AMD) (TPU, Inferentia, NNP, ...) T Accelerators
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